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When the Market Misleads: Stock Prices, Firm Behavior, and Industry Evolution 

Abstract

A case study of the retail brokerage industry motivates an inquiry into a relatively neglected phenomenon, i.e. how firm investment decisions are shaped by ‘alerting’ effects that emanate from financial markets and their stock price assignments. This paper formalizes these ideas in a model in which Cournot duopolists play a multi-stage game involving investment and cost reduction. A related, ‘history friendly’ computer simulation explores learning dynamics in this context. Focusing on the case of misleading signals, the simulation analyzes the interaction between financial markets that assign stock prices based on initial under- or overestimation of opportunities (demand), and firms that learn from the resulting stock price surprises at varying speeds. A remarkable finding is that financial markets, by initially underestimating demand, may enable an industry to reach a quasi-collusive equilibrium that yields higher firm values. Further results show a surprising reversal in the effect of different learning speeds on realized firm values. In particular, slow firm learning appears better when financial markets are pessimistic, while fast learning leads to a relatively higher firm value when investors are overly optimistic. These findings have relevance for corporate governance if we consider that incentives designed to align the interests of shareholders and managers can have the side effect of making managers more responsive to stock price signals. 

The Internet era has demonstrated various interactions between financial markets and firm and industry evolution that are hardly discussed in academia. Early on, we can observe scores of start-ups using high stock valuations to raise substantial funds for large advertising campaigns and rapid scaling-up of their businesses (e.g., Amazon.com, E*Trade, Netscape). Apparently, there has been an ‘enabling’ effect in that new firms obtained large amounts of external funding to pursue unprecedented strategies. Simultaneously, large incumbents, usually considered rather inert and resistant to change (e.g., Hannan and Freeman 1984), scrambled to catch up by exploring Internet positions of their own (e.g., Barnes and Noble, Merrill Lynch, Microsoft). A plausible conjecture is that the high stock valuations placed upon Internet start-ups at least partially triggered such innovative behavior of incumbents by ‘alerting’ them to new, attractive positions in their industries. Indeed, as many Internet start-ups were ‘cash-burners’ with highly uncertain prospects regarding their future earnings potentials, it seems rather unlikely that established firms were impressed with these upstarts’ operational performance. Yet, it is quite likely that they have paid attention to stock prices as forward looking indicators of future economic values.

Times change. After 2000, instead of limitless capital, young Internet firms have scant chances to obtain funding. These ‘disabling’ effects led to mass-layoffs and firm closings, and sharply falling stock prices resulted in ‘alerting’ effects that discouraged firms from further investments (e.g., Calandra 2001). One interpretation of these events is that financial markets have overestimated the opportunities created by the Internet, and, by inflating stock prices of Internet firms, significantly affected the behavior of new and existing firms. While the ensuing activity initially seemed to justify high stock valuations, investors eventually came to realize that opportunities were not as great as once thought. The resulting negative revision of stock prices then stymied further investments and lead to a downward spiral in e-commerce.

This account is not in conflict with the notion that financial markets are information efficient (Fama 1970). Rather, it suggests that investors may go through a time intensive process of learning about the real opportunities that exist in an industry (e.g., Timmerman 1994), but, by influencing firms’ investment decisions, this process leaves its mark on an industry’s history. Yet, this effect of stock markets on firm strategies and industry evolution has been largely ignored in the management literature.

Indeed, strategy research concerns itself with stock markets only insofar as they may serve as a convenient evaluator of (but not influence on) firm strategies. Several studies on the value of mergers and acquisitions (review in Jensen and Ruback 1983, Kale, Dyer and Singh 2002) or patents (Lerner 1994) fall into this tradition. While some recent work has also focused on measures firms undertake to maintain an adequate market capitalization given investor preferences (Westphal and Zajac 1998), this literature has failed to address the question whether volatile stock markets directly affect firm strategies.

Finance and economics research, in contrast, have asked whether firms incorporate information embedded in their own share prices into investment decisions. This work is based in the concept of Tobin’s ‘q’ (Brainard and Tobin 1968), which states that a firm should continue to invest as long as the market value of its debt and equity (numerator of ‘q’) is larger than the replacement value of its assets (denominator), as that signals the existence of profitable investment opportunities. Empirical studies typically relate a measure of stock returns to firms’ capital expenditures, but results are inconclusive, with some (e.g., Barro 1990) reporting strong effects of stock prices on investments, while Morck, Shleifer and Vishny (1990) or Samuel (2001) conclude that such effects are rather weak. In any case, this literature ignores indirect effects in terms of firms taking cues from the stock price patterns of competitors, or the subsequent interactions taking place between firms exposed to stock price fluctuations.

The current paper addresses these gaps in prior work in two related ways. A case study of the retail brokerage industry motivates a theory of how stock markets shape firm decisions. The key elements of this ‘appreciative’ theory are then captured and generalized in a stylized investment model, and, in the tradition of ‘history friendly’ simulation models (e.g., Malerba et al. 1999, Gavetti 2000), in a computer simulation based on a multi-stage Cournot duopoly game. The simulation results demonstrate that stock market ‘alerts’ can be a powerful driver of investment decisions, and thus a potential explanation for the features of the case that extant theories fail to explain. Yet, the main motivation behind the simulation model is to analyze the dynamic interactions that ensue after initial or ongoing alerting effects. A particular focus is on what happens to firm and industry evolution if financial markets indeed go through a learning process before reflecting ‘accurate’ information, and thus send firms misleading signals. 

A Brief History of The Retail Brokerage Industry

The brokerage industry consists of firms that allow customers to trade stocks and other securities through exchanges (New York Stock Exchange, NASDAQ, etc.). Brokers two main functions are to provide investment advice, and to act as a gatekeeper for their customers by actually executing ‘trades’. Revenues include trading commissions, account fees, mark-ups for securities, and margin interest (see Smith, Selway and McCormick 1998). Based on a number of interviews with industry experts (security analysts) and high ranking managers of ‘full service’ brokers, as well as security analyst reports, I recount and analyze in the following the three major phases in the development of this industry, focusing on the ‘retail brokerage’ part of the business that deals with private rather than with institutional investors.

Phase 1: Full Service. Initially, the entire industry consisted of ‘Full Service’ brokerage firms that provided a high level of service for a high, commission based price. In particular, these firms issue recommendations for buying or selling securities, and produce detailed analyst reports for selected stocks. In addition to a large number of small regional firms, this segment mainly consist of a few large national firms that are either full-line ‘Wirehouses’ (Merrill Lynch, Morgan Stanley Dean Witter, Prudential Securities, Salomon Smith Barney, and Paine Webber), who have large retail brokerage forces, or ‘Institutional Brokers’ like Goldman Sachs, who specialize in institutional customers, but also serve high net worth individuals (Smith et al. 1998). These large firms have clearly dominated the industry for most of the recent past, with a handful of wirehouses generating 47% of all commission revenues in 1992 (Salomon Smith Barney 2000:34). According to the industry experts, the main capabilities of these firms reside in their key employees, the ‘registered representatives’, who enjoy customer loyalty because of their advice giving abilities, and maintain the gatekeeper function. These employees are key to revenue generation in wirehouses like Merrill Lynch, who employed 14.200 by 1999 (Merrill Lynch 1999). 

Phase 2: Deregulation and Discounting. The industry experienced a discontinuity with a deregulation on May 1st, 1975 (‘May Day’), when formerly fixed trading commissions were allowed to be negotiated freely. Several start-ups like Charles Schwab, small and young full service firms like Quick and Reilly, and lateral entrants like investment fund company Fidelity took this opportunity to offer a new brokerage product that provided little or no investment advice but sold for about 50% of full service rates. In order to offer such discounts, these firms substituted salaried salespersons for commission earning registered representatives. The discounters’ share of retail brokerage revenues increased from 1.3% in 1980 to 13.4% in 1995 (Securities Industry Association 1996), with the first-movers Schwab, Fidelity, and Quick & Reilly, accounting for about 86% of this sector’s revenues in 1996 (Trends 1997).Yet, none of the dominant full service firms moved into the discount segment until after 1995 (Trends 1997). 

The abstinence of full service firms from the discount segment (costing them about 15% of the market in hindsight) is easily explained with existing management theories. Consistent with an inertia explanation (e.g., Hannan and Freeman 1984) the industry analysts (experts 1, 2) blame the resistance of key employees in the full service firms. Moving away from offering advice and reducing commissions in line with a discount strategy would have created large-scale discontent in these sales forces due to a shift of power within the organization, led to a loss of personal, commission-based income, and created the need to acquire new skills. As expert 2 put it, “they sell advice – once they discount, they cannot go back and don’t know what to do (as advisors).” Similar to Christensen and Bower’s (1996) study, where middle managers channeled funds into further improving offers for their existing customers, this likely resulted in key employees implicitly asserting that moves into new products (discount brokerage) are of inferior value as compared to continued exploitation of existing product markets. 

This account also suggests that full service firms would have suffered an efficiency loss due to the need to develop new resources, and implies the potential of cannibalization effects as existing customers demand lower prices as well. Especially this last point was explicitly mentioned as a danger to full service firms copying discount or Internet brokers (manager 2). Hence, the strong competencies of full service firms seem to result in core rigidities (Leonard-Barton 1992), or competency traps (Tushman and Anderson 1986), which, combined with inertia, result in a negative assessment of the value of investing that sufficiently explains the complacency of leading full service firms during the discount era.

Phase 3: Internet. A second discontinuity occurred with the introduction of computer networks that allowed customers to access balances and market information, and to place trades directly from their own computers. Online trading took off in 1995 after Schwab and entrant E*Trade pioneered the use of the world wide web for retail brokerage (Commerzbank 2000, Hambrecht & Quist 1999), and firms in this new segment are primarily existing discount brokerages and start-ups like E*Trade or Datek Online.

De-novo entrants as well as discount firms that made an early transition into this new segment experienced a near exponential increase in their stock prices and price/earnings multiples in 1999, when valuations of ‘Internet’ firms, including Schwab, were markedly higher than those of full service firms. Merrill Lynch, for instance, while tripling its own market capitalization from $10bn in 1995 to $34bn in 1999 (at a roughly constant price/earnings multiple) had to witness Schwab increase its value ninefold from $3.5bn to $32bn over the same period, and start-up E*Trade increase from a mere $500m in 1997 to $14bn in equity value at its peak in April 1999 with a similarly strong increase in the price-earnings ratio (CRSP Database). According to the industry experts, these extremely high valuations for online brokerages are unique in the industry’s history, while valuations for firms that entered the discount space around 1975 were much closer to the norm for existing firms at that time. In turn, Internet firms used proceeds from IPOs (E*Trade), debt offerings (Ameritrade) and private placements or venture capital rounds (E*Trade), for very large-scale advertising campaigns and infrastructure investments. In 1999 alone, capital raised exceeded $1.7bn, including $960 million for TD Waterhouse’s IPO and two $200 million private placements by start-ups Ameritrade and Datek Online (Hambrecht & Quist 1999:8). As a result of these financing or ‘enabling’ effects, these early movers grew customer accounts and sales at tremendous rates. Indeed, trading activity and brokerage revenues for online trades have shown explosive growth, with the Internet segment taking over 33% of all retail trades in the 3rd quarter 2000, and accumulating 18.4 million accounts with $1.09 trillion in assets (year-on-year growth of 67% and 61%, respectively; Hambrecht & Quist 2000:1).

Online brokerage is a quasi-natural extension of the business of discount brokerages – in line with other Internet businesses, the main advantage for customers is a low price made possible by an increased efficiency that is largely due to a reduced need for salespersons as customers enter trades directly into a computer system. Thus, the swiftness with which the dominant discount firms embraced the Internet can still be explained with extant theories in terms of a ‘competence-enhancing’ change (Tushman and Anderson 1986) that led to continuation and improvement of their existing products and capabilities.

However, while the Internet increases efficiency, it further invalidates the core competencies of full service brokers (i.e. the skills and routines of the registered service representatives) – not only is advice giving of little importance, but an increasingly direct customer access to the actual trading networks also diminishes their gatekeeper function (expert 1, McDonald 2000). This should lead to heightened inertia due to even more power and remuneration loss for the registered representatives as well as a further loss of key competencies, and thus to a pronounced perception that moving into online trading will be unprofitable. And indeed, until the beginning of 1999 full service firms strongly resisted moving into Internet brokerage, as illustrated by a quote from a senior executive of the leading full service firm, Merrill Lynch, who in 1998 called online trading firms “a serious threat to America’s financial lives” (quoted in McDonald 2000:13). Since online trading apparently le​ads to even further competence destroying disruption of full service firms it should therefore surprise that in 1999 most of the large full service firms (i.e. the wirehouses, see figure 1) – in stark contrast to the abstinence they have shown over 20 years of discount trading – decided to enter this segment with more or less pronounced discount/online strategies. While these strategies try to establish a different style of online trading emphasizing advice and asset management, they always include a clear discount orientation – for instance, Merrill Lynch and Morgan Stanley Dean Witter charge discount prices of only $29.95 per trade.

Insert Figure 1 about here

It appears that extant theories fail to explain the behavior of full service firms during the Internet era. The puzzle is that despite apparently even greater switching costs and inertia than with respect to discount brokerage, full service firms practically rushed into the online trading domain – interestingly, this took place just after the share prices of online trading’s early movers started to increase dramatically.

In fact, the discount and online brokerage eras were accompanied by large differences in the behavior of equity markets, which suggests that the differential reactions of full service firms have been affected by these financial markets. Specifically, my conjecture is that an unprecedented rally in the stock prices of Internet brokerage created a signaling or ‘indirect alerting’ effect for full service firms that provided enough impetus to overcome internal resistance, switching costs or cannibalization fears in these firms with the result that all major full service firms rushed into this new domain. Thus, learning from other firms’ stock valuations allowed these firms to re-evaluate a negative assessment of the online brokerage segment that was based on other sources of information. This conjecture is clearly supported by the industry insiders and experts. Manager 2, when asked whether the soaring stock valuations of Internet firms affected his full service firm’s decision to offer online services, stated that it “forced a discussion internally” and lead them “to do the due diligence and understand these new firms and business models”, and thus “hardened our resolve especially to do the short term steps to offer online and eventually trading services”. Similarly, manager 1 stated that “the whole Internet bubble facilitated this process (of creating online services). The frenzy took over” (brackets added). And industry expert 2 suggested that the soaring valuations “got the attention of the large full service guys” and “accelerated these firms’ timetables”. 

Theory

The illustrative evidence collected for the retail brokerage industry suggests that stock markets, at least in this case, had significant effects on the behavior of firms. Not only were incumbents drawn into an emerging segment, but start-ups in that segment arguably were also led by high evaluations to commit unprecedented investments into building and promoting their online trading businesses. This section combines these findings with extant views of financial markets and learning theory to develop a structured theory of how stock markets influence firms.

The basic question concerns the implications of a rising (or declining) share price for firms. An increasing share price, absent underlying changes in a firm’s performance (as in the case – share prices soar, while earnings of online brokers were constant or even negative), can have two principal reasons – either investors suddenly require a lower rate of return, or they bid up the shares because of information on a better than expected future firm performance. Clearly, any increase in a firm’s share price without a concurrent increase in earnings (i.e., a rising P/E ratio) lowers the cost of capital for a firm (e.g., Brealey and Myers 1996). However, the second case provides more guidance. If investors simply ask for a lower return, firms may take that chance to engage in further, previously unprofitable investments. Yet, if investors bid up the shares because of expected higher future earnings, a much stronger impetus towards (specific) investments (further growth in current business model) could be inferred. In fact, in the latter case, the signal implies not a lower cost of capital but simply that investments in the growth opportunities anticipated by investors are believed (by investors) to match or exceed the required rate of return.

In the case, for instance, it is quite unlikely that investors in 1999 suddenly decided to ask for an extraordinarily low return on shares in rather risky start-up firms. A more reasonable assumption is that they were led by expectations of a very high future value of Internet (brokerage) businesses – expectations raised by company announcements as well as industry experts at the time, and, with hindsight, also largely due to a general ‘hype’. Thus, firms who experienced strong run-ups in their prices could infer that investors believed in more and more earnings growth potential for their businesses – a belief that should arguably be based on efficient, market-wide knowledge (Fama 1970), which, given the emergent nature of the Internet industries, may be more efficient or representative than the knowledge of individual firms. Consequently, firms would receive a positive feedback on their current strategy and be inclined to invest further in realizing the prospective growth, in the best case leading to a rational expectations equilibrium where stock market signals become self-fulfilling (e.g., Kraus and Smith 1998). If, on the other hand, firms had reason to believe that investors bid up their shares purely because of a decrease in the required rate of return, and thus without heeding any additional information on higher future returns, such investment guidance would not exist. Thus, there appear to be two parts to the effects of changing (rising) share prices on firms. First, an ‘enabling’ effect that results from a decrease in the cost of capital and allows a firm to tackle investment projects formerly judged to be below the firm’s cost of capital, and, second, a ‘direct alerting’ effect that provides guidance as to the direction of further investment. Consistent with this interpretation we observe in the case how pioneering firms in the Internet segment have shown very aggressive strategies (large scale advertising efforts) intended to further build and protect the market positions that were apparently valued so highly by financial investors (the alerting effect), while the funds for these aggressive strategies were available to these firms because of the fund raising ability (the enabling effect) implied by high stock prices and a low perceived cost of capital.

The direct alerting effect is consistent with the established literature on firm learning (e.g., Cyert and March 1963, Levinthal and March 1981, Nelson and Winter 1982). Given bounded rationality (Cyert and March 1963), intentionally optimizing actors who cannot be sure about the accuracy of their current knowledge utilize feedback on their actions to learn and update their knowledge to perform better in the future. Firms, in particular, are conceived of as developing efficient routines in a path dependent process of adaptation to selection environments (Nelson and Winter 1982), altering their behavior in response to feedback on their own past actions in a process of experiential learning (e.g., Gavetti and Levinthal, 2000). Hence, stock markets, which provide access to funding and information, could be considered an important element of a firm’s selection environment and a potent source for experiential learning that takes place as changing stock prices provide firms with feedback on the value of their strategies.

Extant views in finance and economics harmonize with this view by assuming that stock prices contain information that reflect the market-wide collection of information, which is potentially superior to firm’s knowledge. Brainard and Tobin themselves suggest that values of Tobin’s q above unity signal the “profitability of new production of the same kind of capital or of close substitutes” (1968:104). Thus, high or increasing share prices should be taken as a signal to invest more in the current business.

Yet, enabling and alerting effects are but two facets of the influence of financial markets observed in the case. Another effect is that certain firms may learn from the stock price performance of other firms. Clearly, in that case, there is no cost of capital effect for the ‘learning’ firm. Yet, it is quite plausible that the full service firms in the case, as suggested by the various insiders quoted, were indeed swayed in their – initially negative – assessment of the value of online trading by the extreme share valuations placed on the early online firms. Taking share prices as forward looking indicators of earnings potential, in this view, has provided the full service firm with a ‘vicarious’ learning opportunity to observe the ‘outcomes’ of their rivals’ online strategies.

Vicarious learning is similar to feedback or experiential learning, with the difference that firms or actors learn not from their own experience, but by observing outcomes of the actions of other actors (Haunschild and Miner 1997, Baum, Li and Usher 2000). Studies of vicarious learning have focused on outcomes in product market terms (e.g., profitability) – in the case, however, learning may have taken place based on stock prices as leading indicators of the profitability of internet brokerage firms.

Based on this discussion, the framework to understand the effects of financial markets on firms consists of three main effects, i.e. an enabling and direct alerting effect for firms with respect to their own share prices, as well as an indirect alerting effect in term of firms learning vicariously from the information contained in competitors’ share prices. In addition to these immediate effects, however, there is also a related question concerning the impact on future competitive interactions caused by initial alerting or enabling effects. Consider the case where firms that are alerted by a rising stock price of a focal firm start to attack the latter in its own markets. This will affect the focal firm’s sales and firm value, and in turn trigger behavioral changes by this firm (e.g., increased advertising to fend off newcomers). Indeed, every move by a firm of non-trivial importance alters the market selection environment for other firms, which impacts those firms’ behavior and creates co-evolutionary phenomena as the actions of one actor have direct, indirect and recursive effects on all market participants (Lewin and Volberda 1999). These effects, which in this example are clearly related to the initial alerting effects to other firms, are not covered in extant theoretical perspectives. Hence, we need to use a co-evolutionary lens to investigate not only direct or indirect alerts, but also the resulting cascade of further effects on all firms.

The case of the retail brokerage industry has afforded us a unique view of the effects stock markets can have on firms, because the different equity market regimes have created a natural experiment that has put specific enabling and alerting effects into sharp relief. Yet, overall, the effects discussed above are so far not well understood, and are in general difficult to observe (particularly the evolutionary effects that ensue after initial effects). Thus, the remainder of this paper develops a formal simulation model that will allow us to more fully explore the potential short and long term implications of various stock market regimes on firm strategies and firm interactions in a market environment. In keeping with the predominant theme of the case, the focus will be on the implications of alerting effects. 

A Simulation Model

Transforming the appreciative theory concerning direct and indirect alerting effects into a formal simulation model has a two-fold purpose. First, in the tradition of history friendly models (Malerba et al. 1999), the simulation shows that a simple indirect alert from stock prices can lead to a similar industry development as in the case. Second, after thus calibrating the model, ‘history divergent’ simulation runs analyze the reaction of firms and the development of their industry given various patterns of stock market behavior. This paper thus exploits two advantages of simulation over empirical methods, i.e., to analyze dynamic, unfolding patterns, and to explore interactions in situations not yet empirically observed.

The simulation runs reported here analyze the effects on the eventual development of an industry of stock markets that, while being ex-post efficient and reflecting accurate fundamental values, have ex-ante incomplete information and are thus either too pessimistic and bestow low stock prices on firms, or overly optimistic. Both, stock markets and firms are assumed to learn – the former correct initial mistaken assumptions about the (demand) parameter of the industry, while the latter learn from the unfolding sequence of stock prices. Two principal foci of the analysis are, first, what impact ‘misleading’ (i.e. overly pessimistic or optimistic) stock markets have on an industry where direct and indirect alerting effects operate, and, second, what is the effect of slower or faster firm learning in this context.

This specification runs somewhat counter to the traditional assumption that financial markets, by aggregating information from many sources, are better informed than managers particularly with respect to market wide measures such as market potential (e.g., Morck et al. 1990, Fama 1970). However, while stock markets may not be outright ‘stupid’, they may simply not be able to correctly forecast future market potentials, especially in new sectors of the economy like the Internet. A specification as suggested here, where investors start with a rough estimate of market potential, but learn over time and correct their initial errors, thus seems to be a quite reasonable characterization of a none too uncommon situation.

Firms, on the other hand, may or may not have better information than the stock market. Here, in order to isolate the effects of misleading stock markets, the assumption is that firms have complete ex-ante information about market potentials and other parameters of the simulation. Nevertheless, these firms still defer to the signals of the stock market, either because they assume that these signals are more accurate than their own information, or because they are concerned with the effect on their own stock price if they do not engage in strategies seemingly promoted by the prevailing stock price patterns. 

Model Structure. The simulation places two firms, A and B, in the competitive context of the familiar Cournot duopoly model. Firms face a linear demand curve Q = xA + xB = D – P, where Q is the industry production, xA and xB are the quantities produced by A and B, respectively, D is the intercept of the demand curve and P the industry price. There is no threat of entry to the industry.

To integrate the various effects discussed earlier, an investment decision is added to the basic Cournot model, which transforms the simple, one period setting into a dynamic sequential game with an infinite horizon. In particular, in each period, A and B have the opportunity to invest a fixed amount I that will permanently decrease their variable costs kA and kB by a percentage amount ( or (, respectively. Firms make their decisions by considering the payoff alternatives for each combination of investment strategies of the focal and the competing firm in this game. Each firm considers a certain number of cost saving investments optimal – however, market signals may increase or decrease the perceived value of additional investments and thus change the actually executed number of investments or their timing. This corresponds loosely with the situation faced by full service broker firms in the retail brokerage case, which had arguably decided not to make an investment (into Internet brokerage), but changed their assessment of the value of investing based on stock market signals, and thus altered their behavior.

Dynamic games are not yet well understood, and there is often no clear solution as to what equilibrium will obtain (e.g., Fudenberg and Levine 1989). However, the primary purpose of this paper lies in using the methodology of games in order to explore the potential effects of stock price alerting effects on firms and their interaction within industries, rather than on contributing to the theory of games. Therefore, the dynamic game is restricted by some plausible assumptions concerning firm’s expectations of each other, which serve to lead the game to a unique solution. Primarily, the problem in repeated games is that cooperation appears to be more common than one would predict based on more short term considerations of player’s incentives (e.g., Fudenberg and Levine 1989). To counter this problem and assure that firms in the simulation act in line with the decision rules developed below, the simplifying assumption is that the industry background of firms in the current model shows a clear history of non-cooperation (e.g., airline industry). Thus, firms react in their short term best self-interest, expect the same non-cooperative behavior from their counterparts, and solve the investment and output games by looking for appropriate Nash-equilibria. The effects of relaxing these restrictions are briefly addressed below.

Simulation Sequence. In the simulation, firms, which are initially endowed with specific levels of variable costs k, and knowledge of investment parameters  and β, and the demand level D, first choose their optimal current period (investment) action, as well as plan their future actions based on conjectures about their competitor’s current and future behavior. This step allows each firm to develop estimates of its current and future period firm and share values. A financial market (FM), which proxies for a multitude of individual investors, at the same time evaluates each firm based on the actions they are expected to employ and assigns stock prices to these firms reflecting its estimate of the true demand D. Strategy execution by either firm then takes the form of either investing or not, which leads to an updating of the current period’s variable costs. Each firm then chooses its Cournot quantities and presents them to the market, which will clear by determining the actual price level. This in turn determines each firm’s actual profits/cash flows and terminates the period (see Box 1). The next period starts with an updating of expectations investors have about the true values of the demand level D. The FM then re-evaluates firms and assigns a new stock price, taking into account realized cash flows as well as its updated estimate of D. Comparing this new stock price with their prior expectations of this period’s stock price then creates alerting effects (see Box 2), which firms use in re-evaluating their optimal strategy path. The cycle then continues and repeats with firms executing their strategy, the market clearing, etc.

Insert Box 1 and Box 2 about here

Strategic Choice in the Sequential Game. In addition to the usual strategic output decision in a Cournot duopoly situation, the current setting requires an additional and prior decision on whether to invest or not invest in cost savings in any given period. Firms thus face a repeated game of investment (and output) choices. A ‘strategy’ for each firm in this game is a complete list of planned actions, one for each decision node (period) in the game, given the history of play at stage t; an ‘action’ consists of choosing from the alternative of investing (denoted I for firm A and i for B) and not investing (denoted N and n respectively) in each period. Output decisions, industry price and profits follow in the familiar Cournot fashion. The strategy space therefore consists of all possible sequences of actions (I) and (N) for A and (i) and (n) for B from period t onwards. In every period t, firms go through a private evaluation process in which they solve the sequential investment game on this space and derive their optimal action path (i.e. their strategy) as of t. Further, establishing this strategy allows each firm (and the FM) to derive a forecast of the net present value (NPV) of expected cash flows (i.e. the firm value) that allows for the integration of feedback learning on deviations of expected and actual stock prices (Box 2). Executing the first action of that sequence triggers interaction effects with the other firm and the FM, which influences the derivation of the optimal strategy in t+1, leading to an emergent sequence of actual strategies.

Firms solve this sequential game iteratively by identifying, in each period t, Nash-equilibria in a payoff matrix that reflects the forward looking payoffs of all combinations of period t actions available to A and B. The sequence of all per period Nash-equilibria then constitutes the overall equilibrium strategy for the repeated game. Importantly, the characteristics of the investment game lead to a sequence (t, t+1, … T) of firm-specific stages with different optimal Nash-equilibrium strategies (within a given period) as the game progresses. Unlike ‘textbook’ repeated games, the current version is not simply a reiteration of the exact same game in each period. Rather, the history of the game at t has an impact on the value of each action in t. Thus, what constitutes a Nash equilibrium in period 1 does not necessarily constitute an equilibrium in period 10. The solution concept for the game takes this issue explicitly into account.

Payoff Structure. Investment by one firm reduces its variable costs, and changes both firms’ Cournot output conjectures. Given asymmetric k’s, the higher cost firm produces less because it expects the lower cost (investing) firm to produce a larger quantity. Overall, quantity will increase and the price decrease compared to before the investment. Thus, the investing firm increases its output by a) the competitor’s output decrease, and b) the (price change induced) sales increase in the market, offsetting the negative effect of a price decline for the investing firm, while the non-investing firm has no such offset. If both firms invest, they share the sales increase and both firms’ profits (before investments) increase.

Table 1 shows the expected profits of each strategy combination (in t) for each firm. Cash flows accrue at the end, while investment decisions and outlays I occur at the start of a period. Thus, cash flows are discounted by one period to allow firms to make a strategy decision at the beginning of the period. All calculations use the appropriate market capitalization rate 
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 (Modigliani and Miller 1958). Payoffs shown in table 1 have also been transformed into perpetuities based on the simple assumption that the resulting cost structure of a given strategy combination in t will be maintained forever. This creates a ‘myopic’ decision matrix in the sense that payoffs are perpetuities that are based on the assumption that after the current strategy is executed, firms will play (N, n) forever. However, an iterative mathematical solution of the fourth order polynomial that determines optimal investments yields the same results as this myopic decision matrix when, as is always the case in the current simulations, firms start from symmetric cost levels. The decision matrix is used here because it allows for a breaking up of the infinite game into individual period games which are subjected to learning feedbacks (alerts) as detailed in Box 2. 

Insert Table 1 about here

Decision Criteria. As long as the increase in the NPV of expected cash flows associated with an investment is larger than the perceived investment costs, investment is profitable. Firms should then choose the strategy (I) or (i), and strategy (N) or (n) otherwise (firms’ strategies as well as associated payoffs are referred to by indicating A’s strategy in capital, and B’s in small letters within brackets). However, payoffs to either strategy depend on the action of the competitor. Thus, each firm must identify a Nash-equilibrium in terms of a best response to what it believes the competitor will do.

Investment outlays I are fixed, but (permanent) cost reductions are percentage terms and thus decrease in absolute magnitude with the number of investments. Hence, investing becomes increasingly less profitable and the dynamic competition between A and B can be characterized in terms of a sequence of firm-specific stages with different Nash-equilibrium actions, which lead to a finite number of profitable investments. Focusing on firm A, in the first stage, given some value of demand D and competitor cost level kB, possible reductions in A’s cost level kA are high relative to the required investment costs I. A’s payoffs are (I, n) > (I, i) > (N, n) > (N, i). Thus, investing is clearly A’s dominant strategy, and all investments executed in this stage, called ‘Beneficial Investment’ (BI), raise A’s value and are optimal.

In the second stage, levels of kA relative to I are such that A’s payoffs change to (I, n) > (N, n) > (I, i) ≥ (N, i) – A is in a classical ‘Prisoner Dilemma’ (PD). Accordingly, A’s dominant strategy is still to invest, as that maximizes its value regardless of B’s action. Investments undertaken during the PD phase, given that B actually invests, lower the firm’s value from the peak reached at the end of the BI stage. If B, however, is for some reason restrained from investing, A’s firm value increases throughout the PD stage.

A penultimate stage is characterized by (I, n) ≥ (N, n) and (N, n) > (N, i) > (I, i). If A knows that B will play (n) (because B has already reached the last stage, or is somehow restricted from investing), A’s best response is (I), and, likewise, if B is known to invest for sure, A’s best response is (N). However, if both, A’s and B’s actions are simultaneously determined in this stage, two Nash equilibria (i.e. (I, n) and (N, i)) exist. If this situation does occur, it is solved based on the assumption discussed above that the industry is characterized by a history of non-cooperation and that the competitor will therefore be aggressive and invest with near certainty, upon which the focal firm responds with not investing.
 

A final stage occurs when investment is strictly negative, i.e. (I, n) < (N, n) and (I, i) < (N, i), and A’s dominant strategy is (N). Thus, A’s decision criteria are:

Play (I) until the end of the PD stage (i.e. until (I, i) = (N, i)); Play (N) from the beginning of the last period (i.e. if (I, n) < (N, n)); In the penultimate stage, base decision on conjecture about B’s strategy.

Calculating Firm Values. Following these decision criterias allows each firm to form expectations as to which strategy itself and the competitor will execute in each future period. This, in turn, allows for the computation of a firm value S0 as the discounted sum of the cash flows that will obtain in each future period given these strategies (see Box 2).

The Financial Market (FM). Investors go through a similar process as each firm, i.e. they attempt to identify each firm’s optimal investment path and, based on that information, calculate expected cash flows and the overall and share value of each firm.

Here, we explore the implications of assuming that investors’ knowledge about the true level of D is, at least initially, distorted. Investors who underestimate D assign a lower value to each firm, regardless of these firms’ strategies, as a lower level of D leads to lower expected cash flows, and vice versa for overestimates of D. As firms base their evaluations on true D, discrepancies between actual and expected share prices lead to alerting effects via a partial adjustment function that derives a value Adj(I)t or Adj(N)t that alters firms perceptions of the value of (I) or (N) strategies in the next evaluation round (Box 2).

Experimental Design. The model simulates 50 periods of firm interactions based on specific combinations of input parameters (D, k’s, etc.). Firm investment strategies follow an optimization approach, while experimental effects are brought in via differences in the parameter settings underlying this optimization calculation. Essentially, if firms and investors have full information, the model results in a strict, undisturbed optimization process that may be characterized as a ‘rational expectations equilibrium’ (e.g., Kraus and Smith 1998) in that the FM anticipates firm actions in the stock prices it assigns, which reinforces firms’ beliefs in the correctness of their strategies. This base case then allows for a local behavioral analysis around this rational expectation equilibrium by introducing variations in the initial knowledge of FM and the learning speeds of firms and FM as the main experimental settings.

The principal results of interest for these experiments include the development of firm strategies (how often firms invest), and the value firms actually generate (net present value of all cash flows actually achieved during a simulation run) given the various parameter settings. Thus, the simulation returns two data points for each run, i.e. the total number of investments, and the realized value of each firm. A comprehensive examination of variations of the first main parameters (i.e. wrong estimates of demand by FM), is then realized by executing a large number of individual simulation runs that vary this parameter, and recording the resulting impact on individual outcomes (value, number of investments). The attached graphs should therefore be interpreted as follows: given fixed values for all other parameters, a value of X for the initial market demand estimate yields a value of Y for firm value or number of investments.

The following experiments focus on the interaction between firm and FM learning speeds. The true value of demand D is set at 300. Starting with a value of 150 and adding 5 to that value over 100 individual runs, the FM is assigned an ‘estimate’ of D in the first period of each run (the charts indicate the initial divergence of this estimate from true D on the x-axis). This estimate is subject to learning by the FM at the rate of either 0%, 30% or 60%, reflecting different speeds of updating the initial estimate of D by learning from the actually observed ‘true’ value of D. As a result of this learning, the FM estimate of D converges to the true value within just a few periods, representing rather efficient capital markets that swiftly incorporate new information (at 60% learning speed, FM’s estimate of D, from the first starting value of 150, comes within 1% of true D in just five periods). For each FM learning speed a different set of graphs is reported, where each individual graph corresponds to a specific firm learning speed.

Results and Discussion

An initial set of results establishes that the simulation is history friendly in terms of reproducing the investment behavior observed in the retail brokerage case. In particular, it was argued that full service firms, whose stock price was essentially unchanged during the initial Internet phase, revised their initially negative assessment by observing the inordinately high stock valuation received by Internet firms. Figure 2 shows results of simulation runs where firms only learn from competitor’s stock price changes. As expected, high firm valuations (based on initial estimates of demand by FM that exceed actual D), which created large, positive surprises associated with the strategy of investing, trigger a strong increase in the number of investments by the focal firm. These results support (but do not prove) the conjecture that indirect alerts due to competitor actions and FM feedback on those actions can account for the sudden reaction of the full service firms in the brokerage industry. Further, for negative deviations of initial FM estimates from true D, we observe that learning from firms who receive initially low stock prices apparently also discourages investment in other firms, which corresponds to the observed slowdown in business investment spending after the collapse of Internet stock valuations in March 2000. This correspondence of results to empirical observations should raise confidence in the further findings presented below, which are based on firms that learn from both their own and competitors’ actions via alerting effects.

Insert Figure 2 and Figure 3 about here

Figure 3 summarizes the effects of initial demand under- or overestimates, given a FM learning speed of 30%, on the development of ex-post firm values (only firm A results are shown since firm starting positions, learning functions, and resulting strategies and cash flows are identical). Obviously, in the case where firms do not learn from share prices (a zero learning speed), their value is independent of FM actions and forms a horizontal line. In this case, firms, given knowledge of the true D and k levels engage in their Nash-equilibrium strategy paths and realize the competitively optimal value. Given that the experiment has the FM believe in ‘wrong’ levels of D, resulting in share prices that diverge from firm estimates and thus incite learning, one would intuitively expect the zero learning case to form an upper boundary and that following the FM’s ‘bad advice’ will lead to sub-optimal investment and firm values.

However, three interesting results emerge when firms heed FM signals. First, within a small range of values, (slow) learning from ‘wrong’ stock price signals increases firm values over the base case of no learning. Second, the relationship between firm learning (at whatever speed) and FM that – on the way to informational market efficiency – initially mis-estimate demand, is an inverted U-shape. Finally, within this inverted-U, we observe a reversal in the rank ordering of firm learning speeds, with slow learning initially (i.e. when the FM has low initial estimates of D) leading to higher firm values than fast learning, but the opposite being true as the FM starts to initially overestimate demand. Importantly, none of these effects could have resulted from feedback learning in the output markets (i.e. from comparing expected and realized sales), as firms were initially fully informed about D, and only the behavioral effect of listening to the FM led to a change in both firms’ policies. Analyzing how these patterns come about provides interesting insights into the direct effects of stock markets on an individual firm and the evolutionary effects on the resulting industry structure (industry production, investments and profits).

Overall, results are driven by three main effects: a) underinvestment, i.e. given negative feedback from FM due to initial underestimates of demand, firms refrain from investing and produce at sub-optimal cost levels, b) overinvestment, i.e. given initially upbeat stock price assignments firms invest too often and spend too much on it, and c) timing of investments. Specifically, cash in- and outflows associated with investments that occur later in time have lower NPVs and, given the irreversibility of investments, earlier investments lower costs and increase cash flows for more periods within the range of observation.

Effects a) and b) are responsible for the inverted-U shape pattern – the lower the FM’s initial demand estimate, the harsher the feedback in terms of low share prices (since low demand implies low future cash flows). Given that firms started with a correct estimate of D, however, each firm’s initial strategy has been to invest. Thus, each firm relates the very low actual share price to the strategy (I) and corrects its adjustment value for (I), Adj(I)t, downwards (for simplicity, the discussion focuses on the perspective of firm A, hence, strategies are denoted (I) and (N)). Accordingly, A will choose not to invest in the next period, thus losing efficiency relative to the base case. The stronger the initial feedback, the more the Adj(I)t is lowered and the more investment is either postponed (until further feedback makes it profitable again) or completely canceled. Note that, since firms only update adjustment factors for strategies that are actually used, a strong negative feedback for (I) would lower Adj(I)t sharply, while in future periods (if the firm shifts to (N)) just Adj(N)t is updated. Only if future feedback on (N) is rather negative, is it likely that Adj(I)t and Adj(N)t are balanced out and further investment seems profitable again. If the FM overestimates D, however, higher initial share prices lead firms to believe that investing (i.e., their first executed strategy) is even more profitable than previously thought, thus increasing the number of investments each firm engages in, and decreasing profits due to excessive investment outlays.

Therefore, as we move along the X-axis of increasingly higher initial estimates of D, we observe an initially increasing firm value, which coincides with the base case when FM estimates are true initially, and then decreases again. Accordingly, figure 4 shows that the number of investments is initially below that of the base case, but, after the inflection point of the firm value graph, this number explodes.

Insert Figure 4 about here

The reversal in rank ordering of learning speeds results from the quite different effects that responsiveness to stock prices has in the under- and overvaluation cases, respectively. First, although one may expect that fast learning should tie a firm to an overly optimistic view of financial markets we find that faster learning speeds are actually associated with fewer (and thus less wasteful) investments and a higher firm value. The reason for this is tied to the learning of the financial market itself – as the FM updates it’s expectation of demand, it will eventually determine that investment is less advantageous than originally thought. Fast learning firms will react to corresponding signals of the FM (lowered stock prices) immediately and stop further investments. Consider a firm A with 100% learning speed – if the FM assigns a higher than expected share price in t=1, A immediately incorporates the full difference between estimated and realized share price into Adj(I)t. Since the FM also learns about true D, A’s next period share price will be lower than the previous one. However, A now expects a high share price based on last periods experience. Thus, it will receive a negative feedback which is again immediately and fully transferred into Adj(I)t. Yet, as long as the FM still overvalues D and thus A’s stock price, Adj(I)t will be maintained at a high level and still encourage investment. Nevertheless, given this rapid updating, once the FM has learned the true state of D, A will not be far behind in its valuation of opportunities and thus return to an evaluation as in the base case – thus, if A has already reached or exceeded the optimal number of investments, it will now stop, preventing additional loss from further investments.

A slow learning firm, by contrast, captures only a fraction of the difference between expected and actual share prices in its learning. Thus, while Adj(I)t in the demand over- estimation case will go up somewhat in period 1, it will not reach the magnitude of that value for a fast learning firm. However, in the following period, as actual stock prices already start decreasing, the firm still perceives a positive difference, i.e., it will further increase its Adj(I)t value. This lag effect suggests that the firm will be slow to notice that the FM has stopped overvaluing D. Even if the FM starts assigning lower stock prices to A because the firm executes wasteful investments, such increasingly negative feedback only filters into A’s awareness with a time lag that allows A to execute yet more irreversible, value destroying investments. 

When investors are initially too pessimistic, however, rapid updating backfires. In this case firms loose value because they do not invest enough or postpone these investments. Yet, the slower firms react to FM signals in this case, the more often they may have already invested, creating an irreversible reality that mitigates the impact of ‘bad’ FM feedback. As these firms are slow to incorporate ‘bad’ feedback into their Adj(I)t, this value, even if it induces switching to (N) may not be too low to be balanced out with negative feedback on the strategy (N) that occurs as the still negative assessments of the stock market are now attributed to ‘not investing’. Thus, as borne out by the simulation data, slow learning firms in this case can switch repeatedly between (I) and (N), which explains the patterns in figure 4.

The early spikes in investment activity are additional investments that occur in very late periods. Since the positive effects from these investments are discounted heavily, they initially have little effect on firm value. Yet, as FM’s initial estimates of D increase, slow learning firms eventually manage to invest twice in the earliest periods before learning decreases Adj(I)t by too much. However, further feedback is then strong enough to prevent more investments in these runs, although the NPV of the initial two investments increases the (realized) firm value substantially. A similar story applies to the second spike.

Fast learning firms, however, immediately incorporate the initial negative feedback into their Adj(I)t, resulting in a switch to the strategy (N). As the FM in the following periods adjusts its estimate of D upwards, and, as a result, evaluates firms and their prospects in a brighter light, positive feedback now actually supports the strategy of not investing, making any future investments increasingly unlikely.

Comparing the charts with different learning speeds by FM further illustrates these relationships (Figures 3, 5 and 6). The slower FM update, the less of an advantage in the overvaluation case it is to be a fast learning firm. Further, while the basic inverted U-shape and the reversal of the rank ordering is preserved across different FM learning speeds, these charts also suggests that the less efficient, i.e. the slower investors are in learning about the true state of the environment, the more permanent harm they can inflict on firms. Overvaluing stock prices, in particular, has the potential of leading firms into a clear price war, as un-profitable investments are induced that raise the industry output and slash the price.

Insert Figure 5, Figure 6 and Figure 7 about here

Finally, the fact that low estimates of D by FM, coupled with slow firm learning, actually lead to an increase in value in a certain range results from the firms putting off (or canceling) those investments that would occur during the ‘Prisoner Dilemma’ stage. Investments in this range are best responses to other firms’ unknown strategies, and are individually beneficial if only one firm invests, but destroy value if both firms invest. Firms actually decide to forego these negative investments – not because they agree (collusion) on not investing, but because the feedback they receive suggest that they are not profitable under any circumstances. Thus, financial markets, by initially underestimating demand, may enable an industry to reach an (unintended) quasi-collusive equilibrium that yields higher firm values. Specifically, if FM’s initial D estimates are too low, firms underinvest and their realized value falls below the base case. But as FM initial estimates get closer to the true D, all profitable investments of the BI stage are undertaken, but investments of the PD stage are canceled or at least delayed. Depending on the speed by which FM adjust its estimate of D to the true value, feedback to the firms allows for investment in later periods at first, and, as initial D estimates increase and there is less to adjust to, in increasingly earlier periods. In a certain range, then, there is a positive effect by allowing all strictly profitable investments (those within the BI stage where (I, i) > (N, n)) but postponing or canceling those that are only profitable in the sense of optimal reactions in a prisoner dilemma.

These results obtain under the plausible assumption, as discussed above, that firms are aggressive competitors, disinclined to cooperate. However, even if firms are perfectly cooperative, most of the findings hold. In general, being fully cooperative implies that firms avoid investments in the prisoner dilemma type situations, leading to a baseline case with fewer investments and higher firm values. Accordingly, since players already cooperate there is no need for ‘tacit collusion’. Yet, even cooperating firms will invest in the beneficial investment (BI) stage. Thus, when the FM is pessimistic, firms will still under-invest and loose value, while overly optimistic FM will lead to positive feedback on the value of investing and thus imply to firms that the BI stage extents further, leading to over-investment. Hence, the other two effects – inverted U-shape and reversal of rank ordering of learning speeds – will still obtain. 

Summary and Conclusion

Extant management theory can only explain half of the history of the retail brokerage industry. Starting from this realization, this paper has focused attention on an apparently potent, yet mostly ignored driver of industry evolution, i.e. the effect of stock prices on firm investment decisions. Since this is a thoroughly unexplored issue, the goal of the current work has been to create a basic analytical framework to analyze these effects and to generate a theory of financial market impact on firm strategy.

To this end, the paper has recounted the history of the retail brokerage industry, discussed how an explicit consideration of stock market effects can increase the explanatory power of existing theories, and presented a history friendly simulation that allows us to explore how the immediate effects of the stock market on particular firms affect the competition within an industry. The analytical model and the results of the simulation exercise should serve as a framework for further theoretical and empirical work into the apparently important but neglected effects of financial markets on firms and industries.

The simulation, in particular, has allowed us to systematically explore the effects of different scenarios (stock markets with negative or positive beliefs, different learning speeds) and thus served as a laboratory for ‘history divergent’ simulations of scenarios that have not been observed empirically. This resulted in surprising insights into the potential impact of equity markets on firms that are in intense competition with others, which should in turn stimulate hypotheses for future empirical work. Noteworthy findings include that bad signals in terms of wrong estimates of firm values by investors may allow firms to maximize profits by enforcing an unintentional quasi-collusion that prevents or postpones value decreasing investments. Further, the ambiguous role of learning speeds indicate that being responsive may not always be the best strategy. If investors are very pessimistic (e.g., the post 2000 attitude towards Internet businesses), fast learners may cancel investment plans too early, while in times of overheated stock prices, fast learning helps managers to put an early brake on runaway investments.

One plausible cause for differences in firm’s reaction to stock market signals (firm learning speeds) are differences in the level of equity-based pay of top managers. Intuitively, the more executives’ livelihood depends on their firm’s share price, the more attention they likely pay to signals emanating form the stock market. If that is so, then the results presented here have strong implications for future work in corporate governance as the potentially non-linear effects of various degrees of equity-based compensation on firm value due to differential reactions to stock price alerts are not captured in existing theories (see e.g., Meulbroek 2001).

Finally, the current findings underscore the importance of truly efficient capital markets (i.e. quick learning of investors) – if they are not, and managers look to them for guidance, permanent damage to firm values result. Due to space constraints, only the scenario of misleading financial markets has been explored, yet, the results already suggest the need to better understand the interactions between more or less rational financial markets and firms or entire industries. One promising approach for shedding more light on these issues would be to use differences between national equity markets as a setting for a natural experiment. Following this overall research agenda will clarify the interactions between financial markets and the ‘real’ economy and inform management practice in areas ranging from strategies to encourage or insulate against alerting effects to executive compensation practices.
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	Box 1: Strategy Execution and Market Clearing

Strategy Implementation. Firm A (same for B) carries out its strategy by deducting any applicable investment costs from cash and determining its new variable costs level for the current period, kAt:
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Each firm now determines its output XAt or XBt contingent on its conjecture about the other firm’s planned output and its knowledge of cost levels (which are observable) and demand, D: 

XAt(XBt) = (D – 2kAt + kBt)/3
                                                                                                         (B1.2)

Market Clearing. Both firms now enter the market with their chosen output volumes. Given the actual demand D, the following equation then determines the actual price level, Pt:

Pt = D – XAt – XBt
                                                                                                                      (B1.3)

Based on this price, firm A’s realized operating profit or Cash Flow, CF, can be calculated as follows:

CFAt = XAt x Pt – XAt x kAt 
                                                                                                         (B1.4)

This operating profit is net of variable costs (i.e. the standard Cournot profit function), but investment expenses are not deducted from it. Each firm’s cash account is then increased by this cash flow.

If the financial market’s expectation of D does not coincide with realized values, the FM will now update its expectation for the next period with a partial adjustment function:

DFMt = (1-pFM) x DFMt-1 + pFM x Dactual 
                                                                                            (B1.5)

pFM is a learning speed parameter that captures the idea that such expectations are organizational knowledge that is slowly changed by learning from actual realizations of the object in question.
Based on these new values, FM and firms repeat their forward looking evaluations with alerting effects that eventually lead to another round of strategy implementations and eventual market clearing.


	Box 2: Valuation, Equity-Alerts and Firm Learning

A firm’s own and its competitor’s expected firm value is calculated as a basis of comparison with the share price that the FM will assign to each firm. Differences in FM and firm evaluations may suggest to managers that investors have additional knowledge about the ‘true’ state of the industry that escapes firms and thus create alerting effects.

Both, firms and the FM calculate this value by summing all discounted future net cash flows (sales minus variable costs and investment expenses) and adding any current amount of Cash C, (retained cash is invested at the required rate of return, assuring that net present equals current value of C) as described in equation (B2.1) for firm A (same for B). Specifically, the ex-ante calculation of expected firm values follows the iterative approach described in the main text, where each firm forms expectations about its own and its competitor’s strategy and resulting per period cash-flows and investment requirements for every future period. This forward looking planning process stops with the calculation of a terminal value as soon as no further investments can be expected, or after a maximum of 25 periods.
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or if for A (I, n) ≥ (N, n), and for B (N, i) < (N, n)
(B2.1)
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Alerting effects result when firms compare their actual stock prices (firm value) Sact assigned by the FM in period t with their own expectation of that period’s stock price Sexp, formed in t-1. Since feedback learning applies only to actually observed actions (e.g., Cyert and March 1963), firms relate the ratio Sact / Sexp to the strategy that was executed in the last period. Accordingly, the feedback value for the strategy (I), ΔI, takes on the value of that ratio if (I) was executed in t-1, and is set to the previous level of knowledge, Adj(I)t-1, otherwise (analogously for strategy (N) and feedback value ΔN):

[image: image27.wmf]Chart 2: Actual Firm Values given different learning speeds of firms and initially wrong 

estimates of demand by investors (adjustment speed of demand expectation for FM=30%)
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                   Sact / Sexp,    if Strategyt-1 = (I)

ΔI =                                                                                                                                                       (B2.2)

                   Adj(I)t-1      otherwise

This crude feedback proxies for the unobservable variation in expectations concerning the various parameters (D, kA, kB, α, β) that stock prices are based on.

A basic assumption in the evolutionary literature is that firms only slowly adapt to their selection environments due to the presence of existing knowledge, routines, etc. (e.g., Nelson and Winter 1982). Therefore, the current feedback ΔI and ΔN is transferred into organizational knowledge via a partial adjustment function for each strategy that incorporates a measure, pS, of a firm’s learning speed:

Adj(I)t = (1- pS) x Adj(I)t-1 + pS x ΔI 
                                                                                            (B2.3)

In terms of vicarious learning, firm A (same for B) performs a similar computation for the deviation of B’s actual stock price from A’s expectation of it. Specifically, A forecasts in t-1 which strategy B will choose and what B’s share price ought to be in t. If B adheres to A’s forecast, A will treat the divergence in actual and expected share prices in the same way as its own experience. But, if B chooses the opposite strategy, a different feedback mechanism applies. As A’s expectation of B’s share price was based on a particular strategy path, A does not know what value to expect if B deviates from that path – thus, A cannot use this estimate to evaluate the divergence to actual share prices (for A’s own experience this problem does not exist, as the firm only forms a share price expectation for the strategy it will use with certainty). Instead, the approval or disapproval of the stock market is simply assessed by comparing B’s (one period discounted) actual share price in t with the actual share price in period t-1. Any divergence between these actual measures is then used as feedback in the same manner as described before.

Feedback from own and competitor stock prices for each strategy is averaged, and the resulting values are used in the next strategy decision calculation by multiplying payoffs (from table 1) for (I) strategies with Adj(I)avg t, and (N) strategies with Adj(N)avg t. Firms, unsure about what, if any, learning competitors may have drawn from stock prices, only apply these adjustment values to their own expected payoffs. As a result, if, e.g., A’s Adj(I)avg t is relatively high, it will assign a higher payoff estimate to cells where it invests, while the payoffs to B are not altered from the base case in table 1. Thus, A is inclined to invest relatively more often and believes it will earn a higher firm value than B.


Table 1:
Payoff Matrix for Investment Game based on NPV of future Cash Flows and Investment Costs
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Figure 1: Entry into Online Trading Segment by large Full Service Broker

	Types
	Name
	Year

	Wirehouse
	Merrill Lynch
	Dec. 1st, 1999

	
	Paine Webber
	Late 1999

	
	Prudential Securities
	1998

	
	Salomon Smith Barney
	1999

	
	Morgan Stanley Dean Witter
	1999

	
	
	(Note: 'Discover Brokerage', which was acquired by Morgan Stanley in 1997, has been online since 1996)

	Institutional Broker
	JP Morgan
	2000

	
	Donaldson Lufkin and Jenrette
	1988

	
	
	(Note: proprietary system developed by PC Financial Services, a spin-off later renamed to DLJ direct)


Source:
compiled by author from company websites, interviews, and the McDonald Investments Analyst Report, 2000.
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[image: image29.wmf]Chart 6: Comparison of Firm Value and Number of Investments for 20% firm learning speed, 

update of initially wrong estimates of demand by FM=30%
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[image: image30.wmf]Chart 5: Actual Firm Values given different learning speeds of firms and initially wrong 

estimates of demand by investors (No adjustment of demand expectation by FM)
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Figure 5: Realized Firm Values II


(different firm learning speeds; investor learning speed of 60%)





Figure 4: Number of Investments undertaken


(different firm learning speeds; investor learning speed of 30%)
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Figure 3: Realized Firm Values I


(different firm learning speeds; investor learning speed of 30%)
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Figure 6: Realized Firm Values III


(different firm learning speeds; investors with NO learning)
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Figure 7: Firm Value and Investments for 20% Firm learning speed


(investor learning speed of 30%)
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Figure 2: Change in Investment due to Indirect Alerting Effects


(firms only learn from competitor’s share prices; investor learning speed of 30%)
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� In the spirit of the folk theorem, each firm forms a belief about the other firm, e.g., based on past actions or announcements. Believing that the other firm invests with probability near one, each firm assumes that the equilibrium where the competitor invests and the focal firm does not, obtains. This rule implies that investment activity stops at this stage. However, given the chosen parameters of the simulation, this stage is usually skipped – if it does occur, it reduces investments by a maximum of one.
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